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Abstract

This paper analyzes the choice of pollution control techniques by regulated firms, under

three policy instruments: emissions standards, emissions taxes, and tradeable permit systems.

In this model, heterogeneous firms choose from a “menu” of abatement techniques, which may

include some that have higher marginal costs (but lower capital costs) than a widely available

benchmark technique. I show that the cost savings from any technique relative to the benchmark

is larger under an emissions tax than under an emissions standard. An analogous result holds for

tradeable permits. As a result, the distribution of techniques chosen by firms is more dispersed

under market-based instruments than under an emissions standard. This offers a novel twist

on the relationship between abatement cost heterogeneity and market-based instruments. I also

compare a tax with tradeable permits, and show that the aggregate marginal abatement cost

curve lies further from its benchmark value under a tax than under a tradeable permits. Thus

the marginal cost curve is endogenous to the choice of policy instrument.
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1 Introduction

Since the landmark Acid Rain Program in the United States was created in 1990, market-based

environmental policies have gathered momentum. Tradeable permits (“cap-and-trade”) programs

are in place for sulfur dioxide and nitrogen oxides in the U.S., carbon dioxide in Europe and Japan,

and water quality in Australia. While the prospects for cost savings from market-based instruments

are familiar, the implications of policy design for the investment decisions of regulated firms are less

well known. The basic argument for market-based instruments rests on cost-effectiveness, which

(at least implicitly) takes for granted the set of abatement cost functions facing regulated firms.

In contrast, this paper focuses on how that set of cost functions is determined. I develop

a theoretical model to analyze how the choices of pollution abatement techniques by firms, and

hence the prevalence of those techniques in the aggregate, depend on the design of environmental

policy. I compare three policy instruments: an emissions standard, an emissions tax, and a system

of tradeable emissions permits. Two novel features of the model stand out. First, abatement

costs differ across firms. This heterogeneity allows for a rich exploration of technique choices in

the aggregate. Second, firms choose from among a “menu” of feasible abatement techniques that

differ in capital and variable costs. To facilitate comparisons among policies, I assume that all

firms have access to some “benchmark” technique for which emissions are the same under the three

policies. Importantly, the menu of techniques may include some with higher marginal costs (but

lower capital costs) than the benchmark. This contrasts with the standard “one-sided” model of

technology adoption, in which firms choose between an existing and a new technology with lower

marginal costs.

At the firm level, the paper’s key finding is that the cost savings to a firm from choosing any

technique, relative to the benchmark, is higher under a tax than under an emissions standard.

Moreover, the difference in cost savings grows as one moves farther away from the benchmark.

These results hold for all techniques – even those with higher marginal costs than the benchmark.

Qualitatively similar results hold for the comparison between an emissions standard and tradeable

permits, although the endogeneity of the permit price makes the comparison somewhat less natural

at the firm level. I also compare the tax with a tradeable permit system. In the latter case, the

dependence of the permit price on the distribution of techniques creates a feedback mechanism: the

more widespread are low-marginal-cost abatement techniques, the lower is the permit price, and

hence the greater is the incentive to choose techniques with higher marginal costs.
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These results on firm-level decisions have interesting implications for the distribution of tech-

niques among firms in an industry. First, firms are more likely to choose alternative techniques

(away from the benchmark) under the tax or tradeable permits, because the cost savings are

greater. Hence the distribution of chosen techniques will be more dispersed under market-based

instruments than under an emissions standard. This suggests a novel twist on conventional wisdom.

It is well known that the cost savings from market-based instruments increase with heterogeneity

in abatement cost functions. My model implies that the heterogeneity in abatement cost functions

is endogenous, and is greater under market-based instruments.

Second, the endogeneity of the permit price shifts the pattern of technique choices. The dis-

tributions of techniques under the tax and tradeable permits can be compared using the criterion

of first-order stochastic dominance. An important consequence is that the aggregate marginal

abatement cost curve must lie farther away from the benchmark curve under a tax than under a

system of permits. Hence the aggregate marginal cost curve is endogenous: it depends on the policy

instrument.

This paper builds on extensive theoretical work on environmental policy and technological

change (Downing and White 1986; Milliman and Prince 1989; Jung, Krutilla, and Boyd 1996;

Fischer, Parry, and Pizer 2003; Requate and Unold 2003). In the prevailing model in that literature,

firms have pollution control equipment already installed. They contemplate an upgrade to a new

abatement technology with lower marginal costs. (The installed technology is implicitly assumed to

have zero resale value, since the model does not allow firms to scrap it and replace it with a higher-

marginal-cost alternative.) In this setting, the incentive for a firm to adopt a low-marginal-cost

technology is greater under an emissions tax than under an emissions standard: under a tax, a firm

that adopts the technology increases its abatement, reducing its tax bill as well as its abatement

costs.

Because it focuses on identical firms that are already abating emissions, this previous litera-

ture cannot accommodate important features of real-world regulation. The regulations of greatest

interest and impact are typically imposed on previously unregulated (or only lightly regulated) in-

dustries or firms. Faced with new constraints, firms must choose from among abatement methods

with varying capital and marginal costs, rather than simply deciding whether to replace equipment

that has already been installed. Sulfur dioxide regulation provides an example. Federal regulation

in the 1970s (under the Clean Air Act of 1970 and the Amendments of 1977) was aimed exclusively

at new sources of SO2 emissions. Even the cap-and-trade system instituted by the 1990 CAA
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Amendments applied, in its first phase, only to the largest and dirtiest power plants that had been

grandfathered out of previous regulation, and hence lacked any installed abatement equipment.

Or consider carbon dioxide emissions, which have historically been unregulated. Any attempt to

limit CO2 – such as the cap-and-trade program currently underway in the European Union – must

necessarily involve firms choosing de novo from a range of possible control methods.

The “menu model” developed in this paper is motivated by the real world, in which regulated

firms choose from among several abatement methods, with costs that differ across firms. Fowlie

(2006) details seven distinct control strategies to reduce nitrogen oxide emissions from electric power

plants, ranging from selective catalytic reduction (SCR), at one extreme of high capital costs, to

low-NOx burners or combustion modification; the costs of these strategies vary widely among

firms. Or consider sulfur dioxide regulation. Electric utilities can reduce sulfur dioxide emissions

by switching to low-sulfur coal (a low capital cost, high marginal cost technique); by “washing”

coal to remove sulfur before the coal is burned; by choosing certain combustion technologies that

generate SO2 emissions; or by installing scrubbers to remove SO2 from the flue gases. Even this

latter category includes several distinct techniques: wet or dry scrubbers, for example, or scrubbers

using a variety of reagents (lime, limestone, magnesium, etc.) And power plants vary widely in the

costs of scrubbing and especially in the costs of low-sulfur coal (Keohane 2006b).

The paper proceeds as follows. The next section introduces the basic model. Section 3 focuses

on the cost savings from alternative abatement techniques, and thus on the technique choices made

by individual firms. Section 4 uses those firm-level results to describe the distribution of abatement

techniques under various policy instruments. Section 5 concludes.

2 Modeling framework

Consider an industry of price-taking, cost-minimizing firms producing a homogeneous output. Pro-

duction entails the emission of a harmful pollutant. Firms can curb their emissions, at a cost that

depends on the method of abatement as well as on idiosyncratic firm characteristics.

In order to isolate the effects of policy design on technique choices, I shall assume throughout

this paper that there is a fixed number of firms in the industry and that each firm produces

one unit of the output good. These are strong assumptions (although it should be noted that

they are common in the previous literature). The results would be identical if firm-level output

were allowed to vary but abatement costs were assumed to exhibit constant returns to scale with
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respect to output.1 Allowing aggregate output to vary would complicate comparisons among policy

instruments. Industry output would be greater under an emissions standard or a system of freely

allocated tradeable permits than under a tax, since the latter raises the industry’s costs by not

only the costs of abatement but also the size of the tax bill. As a result, aggregate pollution

emissions would be greater under the quantity instruments than under the tax even for the same

distribution of techniques. If the output price were constant (i.e., the regulated industry faced

a “world price”), then the results on firm-level technique choice in Section 3 would still apply,

although the “benchmark technique” (under which firms emit the same amount under all three

policies) would now depend on the industry size. The aggregate results in Section 4, however,

would change. I leave further consideration of endogenous output to future work.

2.1 Techniques and abatement costs

The focus throughout this paper is on the abatement techniques chosen by firms. Techniques

refer to specific methods of controlling pollution emissions: for example, a catalytic converter on

an automobile, or a certain type of “scrubber” removing sulfur dioxide from the flue gases of an

electric power plant, or a cleaner fuel. Each technique is indexed by a number θ, where larger values

of θ correspond to techniques with higher marginal costs. The “state of technology” is represented

by Θ = {θ}, the (discrete) set of all available techniques. For simplicity, every firm is assumed

to have access to the full set of techniques; this assumption is not crucial, and could be relaxed

without affecting the results.2 The set of available techniques is taken as given.

Let the cost to firm i of achieving emissions m using technique θ be given by

c(m; θ) + ki (θ) . (1)

Here c represents variable abatement costs, while ki represents capital costs (comprising all costs

of installation, including licensing fees to any third-party innovators, which are taken as given).

1This condition would be satisfied, for example, if variable abatement costs for a given output were a function of
percent removal, or of the difference in emissions rates. Constant returns to scale is a more heroic assumption for
capital cost; but even there, it may hold approximately in many real-world settings of interest. For example, the capital
costs of scrubbers used to remove sulfur dioxide from the flue gases of electric power plants are commonly reported
in terms of dollars per unit capacity – suggesting that linear capital costs may not be too bad an approximation.

2The important assumption is that the benchmark technique θ0 defined below be in every firm’s choice set.
Suppose that firms differ in their available techniques other than θ0, with firm i having choice set Θi ⊆ Θ. Then
Assumption 3 must be amended to specify that θ0 ∈ Θi,∀i. The results on diffusion in Section 4 would also go
through unchanged if one assumed that the Θi were i.i.d. random draws from Θ.
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The subscript on capital cost signifies that firms may have heterogeneous costs.3 In particular, let

ki (θ) ≡ k̄ (θ) + ηi,θ, where k̄ (θ) is common to all firms and ηi,θ is specific to the firm-technique

pair (and known to the firm). I will put more structure on heterogeneity when I consider the

distribution of techniques among firms in the industry, in Section 4.

I make the usual assumption of convex abatement costs. In terms of this model, emissions

reductions are costly, and become costlier as emissions fall.

Assumption 1 (Convexity) The variable cost function c(m; θ) is twice continuously differen-

tiable with respect to m, increasing in abatement, and convex: cm < 0 and cmm > 0.

Note that cm is the marginal change in control cost from increasing emissions: thus the marginal

cost of abatement is −cm > 0. A representative cost function is illustrated in Figure 1, where

emissions are on the horizontal axis and cost is on the vertical axis.

The parameter θ indexes marginal costs, with higher values of θ corresponding to greater

marginal abatement costs at any emissions rate.

Assumption 2 (Techniques) For any two techniques θ and θ′, with θ′ > θ, −cm
(
m; θ′

)
>

−cm (m; θ), ∀m.

Because capital costs are assumed to vary across firms, there need not be a general monotonic

relationship between θ and capital cost ki (θ). However, a high-θ technique that also has higher

capital costs will be strictly dominated by another technique. Thus without loss of generality we

may assume that ki

(
θ′
)

< ki (θ) for all θ′ > θ and all i.4

In principle, a firm may comply with a tax or tradeable permits (but not an emissions standard)

by continuing to emit at its unregulated level and paying for all its emissions. Nothing in the analysis

of Section 3 is altered by introducing this null option. However, its presence will, in general, affect

the aggregate distributions of techniques. To keep the exposition simple, I shall assume that every

firm selects some abatement technique. (This will hold if the costs of abatement are sufficiently

3There is no loss of generality in assuming that all heterogeneity is incorporated into capital cost. Any differences
in variable abatement costs among firms could be redefined as differences in the underlying techniques. For example,
note that a firm’s unconstrained emissions level does not enter into the cost function presented in (1). Suppose θ̂
corresponds to scrubbing, and suppose that high-sulfur coal is cheaper to scrub than low-sulfur coal, so that costs

decline with unconstrained emissions. Then one can simply define two new techniques, say θ̂
′
and θ̂

′′
, corresponding

to scrubbing high- and low-sulfur coal, respectively; conditional on the technique, cost depends only on the emissions
level achieved.

4Formally, consider a firm i that has θ, θ′ ⊂ Θi such that θ < θ′ and ki (θ) < ki (θ′). Without loss of generality,
we can restrict firm ı́’s feasible set to Θ̃i = Θi\θ′.
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low, relative to the tax or permit price, and the variance of capital costs among firms is sufficiently

small.) I discuss how the results would be affected in a footnote.5

2.2 Policy instruments

The regulator’s goal is to achieve an exogenous emissions target; how that target is set (i.e., whether

it is economically efficient or simply politically palatable) is irrelevant for the purposes of this model.

The target is assumed to be binding: that is, the aggregate pollution level allowed is less than the

unfettered level. Regulation is assumed to be perfectly enforceable.

I consider three policy instruments: an emissions standard m̄, an emissions tax t, and a tradeable

permit system with permit price p and initial firm-level permit allocation q. An emissions standard

prohibits the firm from emitting more than m̄: thus the compliance cost to the firm from complying

with the regulation by using technique θ is simply the abatement cost ki (θ)+c (m̄, θ). Under a tax,

the firm pays t for each unit of pollution emitted. It chooses its emissions rate m∗ (θ, t) to satisfy the

familiar equimarginal condition: −cm(m∗ (θ, t) , θ) = t. The firm’s compliance cost in this case is

the sum of its abatement cost and the emissions payment, given by ki (θ)+c (m∗ (θ, t) , θ)+tm∗ (θ, t).

Finally, under a system of tradeable permits, each firm is granted an allocation of q permits and

faces an equilibrium permit price p, which it takes as given. Expected compliance cost equals

ki (θ) + c (m∗ (θ, p) , θ) + p (m∗ (θ, p) − q). As under the tax, the emissions level m∗ (θ, p) equates

marginal abatement cost with the emissions price. Under both market-based instruments, m∗ is

strictly increasing in θ (see Lemma 1 in the Appendix); and for any θ, emissions under the tax and

tradeable permits are equal when p = t.

The compliance costs under a standard and a tax are illustrated in Figure 1. (The compliance

costs under a permit would be similar to those under the tax, with an emissions price p playing the

role of the tax t.) Note that the firm’s total compliance cost under the tax – the sum of its emissions

payments and variable abatement cost – corresponds to the vertical intercept of the tangent line

5Formally, the nonabatement option could be represented as an additional “technique,” denoted θnull, which has
zero capital cost and a variable cost function c (mmax

i , θnull) = 0 and c (m, θnull) = ∞ for m < mmax
i , where mmax

i

denotes firm i′s unregulated emissions. To maintain consistent notation, assume that (i) θnull is excluded from Θ,
and (ii) that the technique shares πR (θ) (introduced in Section 4) are defined with respect to the share of firms that
adopt θ ∈ Θ. Then the greater dispersion of techniques under the tax (Proposition 4) would be unaffected by the
availability of θnull, since it rests on comparisons of cost savings at the individual firm level. Proposition 6 would also
continue to hold, as long as the mean of the technique distributions was defined with respect to θ ∈ Θ.

The main difference comes in Proposition 5. If some firms adopt the null option, then there is no longer any
guarantee that θ̄+ (p) < θmax in the case where M∗ (t) > M̄ , where θmax is the highest value of θ. Hence the second
part of the proposition is true only conditional on the existence of θ̄+ (p) < θmax. (No such caveat is needed for
θ− (p) > θmin, whose existence is guaranteed.)
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at m∗. Intuitively, we can view the cost function associated with a given abatement technique as a

“quasi-isoquant” trading off emissions (m) against resources spent on abatement (c). The tangent

line then plays a role analogous to an isocost line.

A key assumption is that the three policies give rise to the same emissions under a particular

“benchmark technique,” denoted θ0.

Assumption 3 (Policy normalization) The policies satisfy m̄ = m∗(θ0, t) = q for some “bench-

mark technique,” denoted θ0.

For example, θ0 could be the technique with the lowest abatement costs under the emissions

standard. Regulations in the real world have often been set with reference to a capital-intensive

technique (for example, scrubbers for SO2 emissions), in which case θ0 would have relatively low

marginal costs. In this context, the previous literature on technology adoption takes θ0 to be the

abatement technique with the highest marginal cost.

The crucial assumption is that the regulator is unable (or unwilling) to calibrate the policies so

that they achieve a common emissions target after the firms have chosen their abatement techniques.

One can motivate Assumption 3 by supposing that the regulator uses θ0 to calibrate the tax to

match the standard. This would make the benchmark technique θ0 somewhat akin to the real-

world concept of the “reasonably available control technology,” or “RACT,” although it is used

here in conjunction with market-based as well as command-and-control policies. This approach

seems reasonable, since sophisticated regulation aimed at ex post outcomes would require detailed

knowledge not just of available abatement techniques but also of firm-specific capital costs. But

while the results depend on the existence of a benchmark technique, they do not hinge on how this

benchmark comes about. Modeling it as a focal point for the regulator is a convenient fiction, but

not a necessary one. All the results of this paper will go through as long as there is some technique

common to all firms under which the tax and standard are equivalent. Moreover, Assumption 3 is

not required at all for the comparisons between tradeable permits and the standard or the tax.

2.3 The cost savings from alternative techniques

The cost savings from using technique θ rather than θ′ is simply the difference in compliance costs

using the two techniques. Let ∆R
θ−θ′ denote the cost savings for regime R ∈ {Standard, Tax, P ermits}.
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(I omit the subscript i for the sake of exposition.6) Then

∆S
θ−θ′ ≡ k

(
θ′
)− k (θ) + c

(
m̄, θ′

)− c (m̄, θ) (2)

∆T
θ−θ′ ≡ k

(
θ′
)− k (θ) + c

(
m∗ (θ′, t) , θ′

)− c (m∗ (θ, t) , θ) + t
[
m∗ (θ′, t)− m∗ (θ, t)

]
(3)

∆P
θ−θ′ ≡ k

(
θ′
)− k (θ) + c

(
m∗ (θ′, p) , θ′

)− c (m∗ (θ, p) , θ) + p
[
m∗ (θ′, p)− m∗ (θ, p)

]
, (4)

When ∆R
θ−θ′ is positive, compliance costs are lower under technique θ than under technique θ′, and

hence the former technique is preferred to the latter. Note that the subscripts are “additive,” i.e.,

∆R
θ−θ′ = ∆R

θ−θ′′ + ∆R
θ′′−θ′ for any three techniques θ, θ′, and θ′′.

Under a system of tradeable permits, the cost savings depends on the permit price, which is

endogenous. The technique choices made by firms under that policy should thus be understood

to be equilibrium choices. The details of that equilibrium are left in the background.7 Since firms

take the permit price as given, ∆P
θ−θ′ depends only on the marginal price of emissions, and not the

initial allocation q. Hence the cost savings under tradeable permits does not depend on whether

permits are auctioned or freely distributed. Note that if the permit price equals the tax, the cost

savings are identical under the two market-based policies.

2.4 Timing

The timing of the model is as follows. There are three periods. In period 0, the regulator identifies

the benchmark technology θ0, and announces the form and stringency of regulation. At a minimum,

the regulator must know the variable cost function c(m, θ0) and the number of firms, in order to

set the regulation. Whether she knows the state of technology Θ or capital costs is immaterial. In

period 1, each firm i learns the set of available abatement techniques, Θ; the vector of common

capital costs k̄ (Θ); and its private components of capital cost,
{
ηi,θ

}
. Each firm installs the

technology with the lowest compliance costs given the announced regulation. Finally, in period 2

the firms choose emissions given their installed techniques and the announced regulation.

6Since capital costs vary, so do the cost savings under a given policy. However, the relative cost savings under
different policies do not vary across firms, because capital costs are invariant to the policy.

7Here is a sketch of the relevant game. Each firm must choose a technique θ; hence the strategy space for firm i is
Θ (or Θi). Firms have private information about their own capital costs, which corresponds to its “type”; the number
of firms and the distribution of capital cost shocks {η} are common knowledge. Thus the relevant equilibrium concept
is Bayesian Nash equilibrium. Each firm chooses the technique that minimizes its expected cost savings, conditional
on its own realization of ki (Θ) and the known distribution of {η}. Standard results guarantee the existence of an
equilibrium in this case, given appropriate restrictions on the distribution of {η} (e.g., an i.i.d. assumption); see, e.g.,
Fudenberg and Tirole (1995), ch. 6.
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The assumption that firms operate for only one period simplifies the analysis. In a purely static

world, choosing a technique would be equivalent to choosing a point along the lower envelope of the

set of cost curves corresponding to individual techniques. (Envision a set of overlapping curves like

those in Figure 2, below). That lower envelope represents the frontier – in effect, the long-run cost

function relevant to investment decisions. In this light the technical curves are akin to short-run

cost functions. The significance of individual techniques is that the act of installing a technique

fixes the subsequent relationship between emissions and abatement expenditures.

Hence it is important to note that the model’s conclusions do not depend on the static setup.

It is easy to see that the model would be unaffected by extending the time horizon of the model to

some number T > 1 of periods. In fact, the results would hold even if the regulation were fixed for

only a limited period of time (say T1 periods), after which the firms continued to operate. In that

case, we would need to assume (1) that the form and stringency of subsequent regulation (after

time T1) is unknown to the firms at the time of their initial investment decision at time 1;8 and (2)

that individual firms are too small to influence the regulator’s decision, eliminating the possibility

of strategic investment in the first period.

The key assumption on timing is that the regulation is determined ex ante, before firms make

their investment decisions, and is unchanged for some duration thereafter. This assumption is

standard in the literature; it is reasonable, given the typical reluctance or inability of legislatures or

regulatory agencies constantly to revisit existing regulations; and it is necessary for an interesting

model, since in a “frictionless” world of constantly updated regulation there would be no meaningful

distinction between price and quantity instruments (Magat 1979).9

3 Firm-level choices

3.1 Comparing market-based instruments with a standard

Proposition 1 presents the first main result of the paper. Consider two techniques, θ′′ and θ′, with

θ′′ lying further from the benchmark. Then the cost savings from choosing θ′′ rather than θ′ is

strictly greater under the tax than under the standard.(Proofs of this and subsequent propositions

8If investment is partially irreversible, uncertainty about future regulation might lead firms to delay investment
under the market-based instruments. See the discussion of nonabatement at the end of section 2.1.

9I assume implicitly that the regulator can commit to the regulation. Given the observed inertia in regulatory
policy-making in the real world, the question of “time consistency” seems to be of greater theoretical than practical
concern. See Biglaiser, Horowitz, and Quiggin (1995) and Kennedy and Laplante (2000).
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are relegated to an appendix.)

Proposition 1 Let Assumptions 1-3 hold. Consider two techniques θ′ and θ′′, such that either

θ′′ < θ′ ≤ θ0 or θ0 ≤ θ′ < θ′′. Then ∆T
θ′′−θ′ > ∆S

θ′′−θ′ for all firms.

Proposition 1 establishes that the “more extreme” technique (relative to the benchmark) is always

relatively more attractive under the tax. The cost savings are not necessarily positive: a firm could

prefer technique θ′ to θ′′ under the standard, or under both policies. However, a technique is never

preferred to the benchmark under the standard, but not under the tax.10 The following corollary

makes this point more precisely.

Corollary A firm that weakly prefers θ′′ to θ′ under the standard must strictly prefer

θ′′ to θ′ under the tax.

Figures 2a and b illustrate the proposition for the case of two techniques. In panel a, the

benchmark technique has higher marginal costs. (Recall that the curves are drawn in terms of

emissions, so that the steeper is the decline, the greater is the marginal cost of abatement.) Under

the standard, the firm emits m̄ regardless of technique. Its cost savings from choosing the lower-

marginal-cost technique equals the vertical distance between the cost functions at m̄. Under the

tax, on the other hand, a firm with technique θL emits m∗
L < m̄. The resulting compliance cost

savings is the distance between the two tangent lines with slope t. This must be greater than the

vertical distance between the cost curves, since the latter are convex. Panel b demonstrates the

result for the case in which the policies are equivalent under the technique with lower marginal

costs. Again, the cost savings under the standard (the distance between the cost functions at m̄)

must be strictly less than the cost savings under the tax (the distance between the tangent lines).

Proposition 1 generalizes previous results in the existing literature in several important ways.

First, it extends the scope of previous results to a much broader set of techniques. The familiar

result that a tax promotes the adoption of a lower-marginal-cost abatement technique (Downing

and White, 1986) corresponds to the special case where θ′′ < θ′ ≡ θ0. But as Proposition 1 shows,

the incentive to choose any alternative technique is greater under a tax than under a standard

– even if the alternative technique has higher marginal costs and lower capital costs than the

benchmark. The intuition is also considerably more general than has been apparent in the previous

literature. Under a tax, a firm can adjust its emissions to minimize its compliance costs. A standard

10If the cost savings is negative under both regimes, the loss will be smaller under the tax (and the technique will
not be chosen under either instrument).
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offers no such leeway. Since the policies are equivalent under the benchmark, any other technique

must be relatively more attractive to the firm under the tax, simply because under the tax the firm

can re-optimize along the new cost function. Thus the greater cost savings under the tax result

from a kind of “substitution effect”: under the tax, the firm can achieve lower compliance costs by

substituting abatement for emissions payments or vice-versa. Note the analogy with familiar results

from consumer theory – e.g., that a compensated price change raises consumer welfare.11 Finally,

Proposition 1 relaxes the normalization requirement considerably. The results in the previous

literature have relied heavily on the assumption that the regulator ties the stringency of each

policy to the particular technique that the firms have already installed. Although some benchmark

policy must be present for the policies to be comparable, Proposition 1 shows that as long as the

benchmark policy exists, any two techniques can be compared. This follows from the convexity of

abatement costs.

Comparing an emissions standard with tradeable permits is more difficult, since the equilibrium

permit price depends on the choices made by firms. Nonetheless, a weaker variant of Proposition 1

can be established for this case. The trick is to compare the cost savings with respect to a different

benchmark, contingent on the equilibrium permit price p. Suppose that there exists a technique

θ̄ (p) such that m∗ (θ̄ (p) , p
)

= m̄. In that case, the comparison between tradeable permits and the

standard would be identical to the comparison between the tax and the standard, except that θ̄ (p)

would take the place of θ0. Of course, there is no guarantee that such a technique exists. To get

around that problem, one can use the two techniques on either side of the (imaginary) θ̄ (p) as the

relevant benchmarks. In particular, define

θ̄− (p) ≡ max {θ ∈ Θ | m∗ (θ, p) ≤ m̄} . (5)

Thus θ̄− (p) is the highest technique for which emissions under the tradeable permit system (given

the equilibrium permit price) are less than the standard. Similarly, define

θ̄+ (p) ≡ min θ ∈ Θ | m∗ (θ, p) ≥ m̄. (6)

11The isocost lines in this model are analogous to the indifference curves in consumer analysis, while the cost
functions are analogous to budget lines. Making the tax and standard equivalent under the benchmark technique
in this model plays the same role as making the consumer’s optimal bundle under the original price ratio affordable
under the new price ratio.
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The next proposition states that results similar to those in Propositions 1 and ?? hold for tradeable

permits, with θ̄− (p) and θ̄+ (p) taking the place of θ0.

Proposition 2 Let Assumptions 1 and 2 hold, and let θ̄− (p) and θ̄+ (p) be defined as in expressions

(5) and (6). Consider two techniques θ′ and θ′′, such that either θ′′ < θ′ ≤ θ̄− (p) or θ̄+ (p) ≤ θ′ <

θ′′. Then ∆P
θ′′−θ′ > ∆S

θ′′−θ′ for all firms.

Proposition 2 will prove to be useful in deriving the aggregate distributions of techniques, in

Section 4. At the firm level, however, it is not quite satisfactory. Because the techniques θ̄− (p) and

θ̄+ (p) depend on the equilibrium permit price and hence on the ex post distribution of techniques

among firms, they are a less natural basis for comparison than the benchmark technique θ0.

3.2 Comparing a tax with tradeable permits

To compare a tax with tradeable permits, consider the role of the emissions price in determining

the cost savings from alternative techniques. A rise in the price of emissions has two effects on

compliance costs. First, firms emit less: ∂m∗(θ,p)
∂p < 0. This reduces their emissions payments but

raises abatement costs. On the margin, these two effects cancel out, by an envelope argument.

What remains is the direct increase in inframarginal emissions payments due to the rise in the

emissions price. This effect is larger for techniques with high marginal costs, because emissions

are correspondingly greater. Hence an increase in the emissions price raises the cost savings from

lower-marginal-cost techniques, and lowers the cost savings from higher-marginal-cost techniques.

The next proposition states this result in terms of ∆M
θ−θ′(p), defined as the “cost savings under a

Market-based policy with emissions price p.” (Recall that ∆T
θ−θ′ = ∆P

θ−θ′(p) iff p = t.)

Proposition 3 Let Assumptions 1 and 2 hold, and consider two techniques θ and θ′. Then
∂∆M

θ−θ′(p)

∂p > 0 iff θ < θ′.

For an individual firm the comparison between a tax and tradeable permits depends on the

equilibrium permit price – which depends endogenously on the technique choices made by other

firms. Hence no general comparison can be made between the two market-based instruments at

the firm level. We return to this comparison when we consider results at the industry level, below.
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4 The distribution of techniques

This section considers how the technique choices made by individual firms accumulate at the in-

dustry level. After presenting an explicit model of heterogeneity among firms, I describe the effects

of policy design on the prevalence of techniques among regulated firms. The object of interest is

the ex post distribution of chosen techniques – that is, the realized distribution of techniques that

results from the choices of individual firms. Since costs vary among firms, so does the probability

that they choose a given technique. In equilibrium, therefore, a range of abatement techniques will

coexist. I shall use πR (θ) denote to the share of firms that adopt a given technique θ, under regime

R.

4.1 Heterogeneity

Each firm i is assumed to have idiosyncratic costs of adopting technique θ, captured by a random

variable ηθ,i drawn from a known distribution F (η). Note that each firm will find some techniques

more attractive than others, but those preferable techniques will vary across firms. The source of

heterogeneity among firms is assumed to be a set of underlying characteristics that are exogenously

fixed. Consider factors such as the space available for installing control equipment; the age and

operating characteristics of existing equipment; the prevailing prices of chemical inputs required

to operate certain kinds of abatement equipment; the skills of plant operators; and so on. For

example, the cost of retrofitting a scrubber at an existing power plant depends on the physical

“footprint” available for construction at the site, as well as on other factors such as the age and

type of the boiler; the cost of limestone, lime, or magnesium; and the market for byproducts such as

gypsum. Likewise, the cost of reducing emissions by switching to low-sulfur coal depends crucially

on geographic location (Keohane 2006b).

4.2 The dispersion of chosen techniques

The results in Section 3 show that techniques further away from the benchmark are always relatively

more attractive under a tax than they are under an emissions standard. Intuitively, this suggests

that alternative techniques are likely to be chosen by a larger share of firms under a tax than under

a standard – making the ex post distribution of techniques more “spread out” under the tax. This

section establishes this intuition formally, along with an analogous result for tradeable permits.
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4.2.1 Comparing market-based policies with a standard

As a starting point, consider how the relative cost savings under a tax versus a standard – i.e.,(
∆T

θ0−θ − ∆S
θ0−θ

)
– vary with the choice of technique. Proposition 1 implies that the graph of(

∆T
θ0−θ − ∆S

θ0−θ

)
will be strictly quasiconvex, with a minimum at θ0. (See Figure 3.) Now consider

any θ̂ < θ0 that is chosen by some firm under the standard, and suppose that there exists at least

one technique above the benchmark, denoted θ̂(+), for which the relative cost savings are at least

as large as they are for θ̂. By revealed preference, the firm must (weakly) prefer θ̂ to all techniques

between θ̂ and θ̂(+) under the standard. Hence by the quasiconvexity of relative cost savings, the

firm must strictly prefer θ̂ to those techniques under the tax. In other words, the firm’s choice

under the tax must be “at least as far away from θ0” in terms of the relative cost savings.

Since a similar argument holds for every firm, the ex post distribution of chosen techniques

must be more dispersed under the tax. By “dispersed,” I mean that the mass of the distribution

is shifted to the tails under the tax relative to the standard.12 The next proposition states this

result formally. As a preliminary, choose any technique below the benchmark θ̂ < θ0. Note that

the mass of firms choosing a technique in the “lower tail” of the distribution, below θ̂, is given

by
∑

θ≤θ̂ πR (θ). Now find another technique θ̂(+) > θ0, defined as the closest technique above the

benchmark for which the relative cost savings under a tax are at least as great as they are at θ̂:

θ̂(+) ≡ min
{
θ ∈ Θ |

(
∆T

θ−θ0
− ∆S

θ−θ0

)
≥
(
∆T

θ̂−θ0
− ∆S

θ̂−θ0

)}
. (7)

If no such technique exists, then define θ̂(+) as the maximum value of θ. Similarly, for any ˆ̂
θ > θ0,

define a corresponding value of ˆ̂
θ(−) < θ0 as follows:

ˆ̂
θ(−) ≡ max

{
θ ∈ Θ |

(
∆T

θ−θ0
− ∆S

θ−θ0

)
≥
(

∆T
ˆ̂
θ−θ0

− ∆S
ˆ̂
θ−θ0

)}
, (8)

with ˆ̂
θ(−) set equal to the minimum value of θ if no technique satisfying 8 exists.

Proposition 4 Let Assumptions 1-3 hold. Then the distribution of techniques chosen under the

tax has at least as much mass in the tails as does the distribution of techniques chosen under the

standard. More precisely, the following statements hold:

12The word “dispersed” is chosen with care, for its connotation of “scattered.” The tax does not necessarily induce
a greater variety of techniques. Rather, the chosen techniques are “farther away” from the benchmark than they
would be under a standard.
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(i) for any θ̂ < θ0 and θ̂(+) as defined in (7),

⎛
⎜⎝∑

θ≤θ̂

πT (θ) +
∑

θ≥θ̂(+)

πT (θ)

⎞
⎟⎠ ≥

⎛
⎜⎝∑

θ≤θ̂

πS (θ) +
∑

θ≥θ̂(+)

πS (θ)

⎞
⎟⎠ ;

(ii) for any ˆ̂
θ > θ0 and ˆ̂

θ(−) as defined in (8),

⎛
⎜⎜⎝

∑
θ≤ˆ̂

θ(−)

πT (θ) +
∑
θ≥ˆ̂

θ

πT (θ)

⎞
⎟⎟⎠ ≥

⎛
⎜⎜⎝

∑
θ≤ˆ̂

θ(−)

πS (θ) +
∑
θ≥ˆ̂

θ

πS (θ)

⎞
⎟⎟⎠ .

Part (i) of Proposition 4 states that the cumulative shares of techniques below θ̂ and above θ̂(+)

are always (weakly) greater under the tax than under the standard. In other words, the tails of

the distribution, taken together, are thicker under the tax. (If θ̂(+) does not exist for a particular

θ̂ < θ0, a “one-sided” result holds, i.e., the tail below θ̂ must be thicker under the tax.) Part (ii)

establishes a similar result for the tails defined by any technique ˆ̂
θ lying above the benchmark.

An analogous result holds for the comparison between tradeable permits and the standard.

Recall the definitions of θ̄− (p) and θ̄+ (p) in (5) and (6). Along the lines of expressions (7) and (8),

for any θ̂ ≤ θ̄− (p) and ˆ̂
θ ≥ θ̄+ (p), define corresponding values of θ̂

P
(+) and ˆ̂

θ
P

(−) as follows:13

θ̂
P
(+) ≡ min

{
θ ∈ Θ |

(
∆P

θ−θ̄−(p) − ∆S
θ−θ̄−(p)

)
≥
(
∆T

θ̂−θ̄−(p)
− ∆S

θ̂−θ̄−(p)

)}
; (9)

ˆ̂
θ

P

(−) ≡ max
{

θ ∈ Θ |
(
∆P

θ−θ̄+(p) − ∆S
θ−θ̄+(p)

)
≥
(

∆T
ˆ̂
θ−θ̄+(p)

− ∆S
ˆ̂
θ−θ̄+(p)

)}
. (10)

Proposition 5 Let Assumptions 1-3 hold. Then the distribution of chosen techniques under the

tradeable permit system has at least as much mass in the tails than does the distribution of techniques

under the standard. More precisely, the following statements hold:

(i) for any θ̂ ≤ θ̄− (p) and θ̂
P
(+) as defined in (9),

⎛
⎜⎜⎝
∑
θ≤θ̂

πP (θ) +
∑

θ≥θ̂
P
(+)

πP (θ)

⎞
⎟⎟⎠ ≥

⎛
⎜⎜⎝
∑
θ≤θ̂

πS (θ) +
∑

θ≥θ̂
P
(+)

πS (θ)

⎞
⎟⎟⎠ ;

13In contrast to the case of the tax, either θ̂ < θ̄ (p) or
ˆ̂
θ > θ̄ (p) must exist. Suppose that p < t. By construction,

m∗ (θ̄ (p) , p
)

= m̄; and on average firms must emit m̄ under tradeable permits. Hence unless θ0 = θmin and all firms

choose θ0, there must exist some θ̂ < θ̄ (p), since some firms must emit less than the benchmark. Similar arguments

show that when p > t, there must exist some
ˆ̂
θ > θ̄ (p) (excepting the degenerate case).

15



(ii) for any ˆ̂
θ ≥ θ̄+ (p) and ˆ̂

θ
P

(−) as defined in (10),

⎛
⎜⎜⎝

∑
θ≤ˆ̂

θ
P

(−)

πP (θ) +
∑
θ≥ˆ̂

θ

πP (θ)

⎞
⎟⎟⎠ ≥

⎛
⎜⎜⎝

∑
θ≤ˆ̂

θ
P

(−)

πS (θ) +
∑
θ≥ˆ̂

θ

πS (θ)

⎞
⎟⎟⎠ .

4.2.2 Dispersion as a mean-preserving spread

Under additional assumptions, dispersion accords with another intuitive measure of heterogeneity

– namely, the variance of the distribution of chosen techniques. First, we need to establish a certain

symmetry in the set of techniques Θ. Assumption 4 imposes two types of symmetry: (i) on the

set of techniques Θ, and (ii) on the cost savings from those techniques (relative to the benchmark)

under the standard.

Assumption 4 (Symmetry) For every θ′ < θ0, ∃θ′′ > θ0, where
{
θ′, θ′′

} ⊂ Θ, such that (i)

θ0 − θ′ = θ′′ − θ0; and (ii) ∆S
θ′−θ0

= ∆S
θ′′−θ0

.

It is also helpful to scale the techniques in Θ so that the relative cost savings under a tax (versus a

standard) are symmetric around the benchmark. We have wide latitude here, since we have relied

only on the ordinal properties of Θ thus far. Consider the following scaling:

θ ≡
⎧⎪⎨
⎪⎩

− ∫ m̄
m∗(θ,t) (cm (m, θ) + t) dm, −cm (m̄, θ) ≤ t

∫ m̄
m∗(θ,t) (cm (m, θ) + t) dm, −cm (m̄, θ) ≥ t

. (11)

This essentially defines θ for a given technique as the magnitude of the cost savings under the

tax, relative to θ0. (For example, if the marginal abatement cost functions are linear, equation

(11) is satisfied by setting θ ≡ log
(−cm(m̄,θ)

t

)
(recall that −cm > 0).) By our assumptions on cost

functions, the scaling in (11) preserves the ordering of Θ. Note that θ0 is normalized to zero, with

the sign of θ 	= θ0 depending on whether the marginal abatement cost at the standard is less than

or greater than the tax. With this choice of scaling, a graph of
(
∆T

θ0−θ − ∆S
θ0−θ

)
will be symmetric

around θ0 (compare with Figure 3).

Finally, consider the random components of capital cost. Propositions 4 and 5 hold for any

realization of the
{
ηθ,i

}
, for any number of firms. To derive more general characterizations of

technique choices in the aggregate, we must consider the limiting distributions as the number of

firms grows very large. Accordingly, let πR∞ (θ) denote the share of firms that adopt technique θ
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under R, in the limit as N → ∞.14 Assumption 5 is useful in this context.

Assumption 5 (i.i.d. draws) The random capital cost shocks
{
ηθ,i

}
are i.i.d. draws from the

known distribution F (η).

Under these additional assumptions, the distribution of chosen techniques induced by the tax

is a mean-preserving spread of the distribution under the standard.15

Proposition 6 Let Assumptions 1-4 hold. Moreover, let θ satisfy equation (11). Then in the

limit as N grows large, the ex post distribution of chosen techniques under the tax represents a

mean-preserving spread of the corresponding distribution under the standard.

No analogous result holds for the comparison between the standard and tradeable permits. The

endogeneity of the permit price makes the resulting distribution of technique choices asymmetric,

complicating the comparison of the cumulative distributions at the crux of the proof.

4.2.3 Discussion

Figures 4-6 illustrate these results. Each pair of figures offers two representations of the ex post

distributions of techniques under the three policies, using the results of numerical simulations

described briefly below. The (a) panels present histograms, with the technical index θ on the

horizontal axis and the height of the bars representing the number of firms choosing each technique.

The (b) panels depict technique choices in capital cost/marginal cost space. Each technique-firm

pair appears as a point on the graph, with the density of points representing the number of firms

choosing a given technique; taken together the points trace out the “production frontier.”

14Let φR (θ) denote the expected compliance cost from using technique θ under regime R: e.g. φT (θ) = k̄ (θ) +
c (m∗ (θ, t) , θ) + tm∗ (θ, t). The law of large numbers and Assumption 5 imply that for N → ∞, the share of firms
choosing technique θ equals the probability that θ is the least-cost technique:

πR
∞ (θ) ≡ Pr

(
ηθ + φR (θ) < ηθ′ + φR

(
θ′)) , ∀θ′ �= θ

=

∫ ∞

−∞

∏
θ′∈Θ\θ

[
1 − F

(
η + φR (θ) − φR

(
θ′))] f (η) dη

15An alternative statement of Proposition 6 is that the distribution under the standard second-order stochastically
dominates (SOSD) that under the tax. In particular, one can show that

∑
θ̂≤θ†

∑
θ≤θ̂

πT
∞ (θ) ≥

∑
θ̂≤θ†

∑
θ≤θ̂

πS
∞ (θ) ,∀θ† ∈ Θ.

This is a discrete analog to the familiar definition of SOSD, i.e.,
∫ x

0
F (t)dt ≥ ∫ x

0
G(t)dt. (Cf. Proposition 7, which

uses the notion of first-order stochastic dominance to compare a tax and tradeable permits.)
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The simulations are performed as follows. (Complete details are given in Appendix B). Variable

abatement cost is quadratic in abatement, with the technique θ determining the slope of the linear

marginal cost curve. The benchmark technique is denoted numbered 0, with X techniques arrayed

symmetrically on either side of the benchmark. The capital cost to firm i of technique θ is given

by ki (θ) = k̄ (θ) + ηθ,i. The functional form of the common capital cost k̄ (θ) turns out to play a

crucial role in determining how compliance costs vary among techniques. I use a simple exponential

cost function of the form

k̄ (θ) = κ0 + κ1e
−κ2θ,

where κ0, κ1, and κ2 are constants. Note that κ0 + κ1 is the average capital cost of the benchmark

technique across all firms (since θ0 = 0 and the
{
ηθ,i

}
are mean zero). Meanwhile, κ2 determines

whether the compliance cost under the tax (aside from the idiosyncractic shocks
{
ηθ,i

}
) is increasing

or decreasing in θ. When κ2 < 1, the common compliance cost increases with θ (i.e., high-marginal-

cost techniques are more costly for the firm, on average); when κ2 > 1, the reverse is true; and

when κ2 = 1, the common compliance cost under the tax is the same for all techniques. These three

scenarios are represented by the three simulations depicted in the figures (A, B, and C respectively).

The distribution of capital cost shocks F (η) is chosen to be the type I extreme value distribution.

This is convenient because it yields logit-style shares for each technique. Thus under policy regime

R, the share of firms choosing technique θ, in the limit as N goes to infinity, is given by

πR
∞ (θ) =

⎛
⎜⎝ e−

φR(θ)
σ

∑
θ̂ e−

φR(θ̂)
σ

⎞
⎟⎠ ,

where φR (θ) denote the expected compliance cost of technique θ under regime R, and σ is the

scaling parameter of the distribution. These limiting shares are plotted in the histograms (the (a)

panels of Figures 4-6).

The “production frontier” plots (the (b) panels of Figures 4-6) depict simulations using similar

functional forms, but with N = 100 firms and random draws of the idiosyncratic shocks
{
ηθ,i

}
.

(The vertical scattering of points is due to the random component of capital cost.) A point is

then plotted for each firm under each policy instrument, with the x−coordinate for firm i choosing

technique θ̂ given by the marginal cost coefficient 1
2eθ̂ and the y−coordinate given by the capital

cost k̄
(
θ̂
)

+ ηθ̂,i.

In scenario A, depicted in Figure 4, low-θ techniques especially appealing. As a consequence,
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the distributions of chosen techniques are skewed toward such techniques. In scenario B (Figure 5)

the reverse situation holds, and the distributions are skewed to the right. In both cases, however,

the chosen techniques are more dispersed under the tax and tradeable permits: a higher proportion

of firms choose techniques in the tails of the distribution (Propositions 4 and 5). Likewise, more

firms are located at the ends of the production frontiers. Finally, the bottom pair of figures (Figure

6) depict scenario C, in which the compliance costs are symmetric under both the tax and the

standard (although they are not equal across the two policies). This specification yields symmetric

bell-shaped distributions. T but the distribution under the standard is clustered more tightly

around the mean, illustrating Proposition 6.

These results offer a novel twist on the relationship between heterogeneity and policy instrument

choice. It is well known that greater heterogeneity in abatement cost functions leads to greater

aggregate cost savings from market-based instruments (see, e.g., Newell and Stavins 2003). That

familiar result takes the set of abatement cost functions as given. Propositions 4-6 suggest that

the degree of heterogeneity will itself be endogenous. Indeed, market-based instruments will induce

greater dispersion in abatement cost functions.16 In a sense, the results in this paper turn the usual

relationship between heterogeneity and policy design “on its head.”

4.3 Comparing distributions under a tradeable permits system versus a tax

The greater dispersion of techniques under the market-based instruments is a second-order com-

parison: it relates (either intuitively or formally) to the “spread” of the distributions of chosen

techniques. In contrast, the comparison between the two market-based instruments is simpler: it

is captured by a first-order monotonic shift in the distributions.

To see this, recall the role of the emissions price in shaping technique choices under the market-

based instruments (Proposition 3). Suppose that the equilibrium permit price p∗ is less than the

tax. Then techniques with high marginal costs will be relatively more attractive under the permit

system. Since this holds for every firm, the entire distribution of chosen techniques will be shifted

to the right, towards higher values of θ. When the permit price is higher than the tax, on the other

hand, a greater proportion of low -θ techniques will be chosen under the permit system. Which

of these two cases obtains – that is, whether the permit price is higher or lower than the tax –

16The notion of “dispersion” corresponds closely to the way that “heterogeneity” is used in the literature on cost
savings. The cost savings from using a tax or tradeable permits increase not with the “variety” of marginal abatement
cost functions, but with how different they are from each other.
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is endogenously determined by the equilibrium distribution of techniques. But the general result

is that one distribution of chosen techniques is always a first-order shift of the other. The next

proposition states this result precisely, in terms of the cumulative distributions of the technique

shares, where the cumulative distribution at θ is given by
∑

θ̃≤θ πR
(
θ̃
)

(note that θ appears in the

index of the sum).

Proposition 7 Let Assumptions 1 and 2 hold. Then for all θ̂ ∈ Θ, either
∑

θ≤θ̂ πT (θ) ≥ ∑
θ≤θ̂ πP (θ)

or
∑

θ≤θ̂ πT (θ) ≤ ∑
θ≤θ̂ πP (θ).

To draw on a concept from decision theory, the relationship between the distributions of chosen

techniques under the two market-based instruments is one of first-order stochastic dominance.17

Note that the distribution induced by the tradeable permit system first-order stochastically domi-

nates (FOSD) the distribution produced by the tax when p∗ is less than the tax t, and vice versa.

Although the price is endogenous, we can use the first-order dominance relation to compare ag-

gregate outcomes under the two policies. In particular, because the two market-based policies will

result in different distributions of chosen techniques, they must induce different aggregate abate-

ment costs.18

Consider the following thought experiment. For any underlying set of techniques and distri-

bution of idiosyncractic shocks, find the resulting equilibrium permit price p∗. Suppose that this

p∗ is less than the tax t, so that the distribution under the permit system FOSD that induced by

the tax. Now fix those distributions of techniques, and consider how aggregate emissions would

respond to changes in the emissions price. Since the emissions function m∗ (θ, p) is nondecreasing in

θ (by Lemma 1), the aggregate emissions resulting from any emissions price must be greater under

tradeable permits than under the tax. (Recall that if one distribution first-order stochastically

dominates (FOSD) another, the cumulative value of any nondecreasing function will be greater un-

der the former distribution. This result, a standard one in the literature on stochastic dominance, is

proven formally as Lemma 2 in the Appendix.) The upshot is that the MAC curve under tradeable

permits must lie everywhere above the MAC curve induced by the tax. The reverse occurs when

p∗ > t.

17The direction of dominance depends on the equilibrium permit price p∗. In particular, the distribution under
tradeable permits first-order stochastically dominates (FOSD) the distribution under the tax if p∗ < t, and vice
versa. Evidently if p∗ = t then the cost savings are identical under the two policies; thus the distributions of chosen
techniques must be as well.

18Thus far, abatement costs have been defined in terms of emissions. Letting abatement x ≡ mmax − m, one can
define total and marginal abatement cost functions in terms of x.
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To complete the comparison between the tax and tradeable permits, we must explore what

determines the relationship between the equilibrium permit price p∗ and the tax t. Note that if

all firms chose the benchmark technique θ0, the permit price and the tax would be identical by

construction. The tax is fixed and independent of the techniques chosen by firms; but the permit

price p∗ is endogenously determined by the “primitives” of the model – in particular the available

set of techniques Θ and the specification of common capital costs k̄ (θ).

To understand what happens in the permit market equilibrium, it helps to start by considering

the case of the tax. Suppose that the symmetry assumption (Assumption 4) is satisfied, so that the

tax induces a symmetric distribution of chosen techniques. Despite the symmetry in the technique

shares, firms with lower values of θ (thus lower marginal costs) account for a disproportionate

fraction of abatement. Hence aggregate marginal abatement costs in the industry go down. If the

same distribution of techniques were chosen under the tradeable permits system, therefore, the

permit price would have to fall below the tax.

Here an interesting feedback effects arises. Recall Proposition 3, which showed that the incentive

to choose a technique with low marginal costs is higher, the higher is the emissions price. Hence

if p∗ < t, low-θ techniques become less attractive under the permit system than under the tax. In

turn, a greater fraction of firms choose high-θ techniques, which tends to push the permit price

back up.19 In equilibrium, the permit price will remain below the tax: the feedback effect cannot

overwhelm the underlying influences of capital costs and the availability of techniques. But the

resulting distribution of techniques under tradeable permits will be less “extreme” – that is, less

different from the benchmark – than the distribution induced by the tax.

The next proposition brings together the various results just discussed.

Proposition 8 Let Assumptions 1 and 2 hold. Then (i) the tax and tradeable permits system

induce different aggregate marginal abatement cost (MAC) curves; (ii) the MAC curve under trade-

able permits either lies everywhere above the MAC curve under the tax, or everywhere below it; and

(iii) the MAC curve under tradeable permits is always closer to the MAC curve that would prevail

if every firm chose the benchmark technique.

The proposition is illustrated by Figures 7 to 9. The (a) panels plot the cumulative distributions

for the three simulations depicted in the earlier figures; the (b) panels plot the corresponding

19Note that while the intuition here is presented as “dynamic,” the underlying model is a one-shot equilibrium
in which firms choose techniques simultaenously. The analog is using tatonnement as a metaphor for Cournot-Nash
equilibrium in a one-period game.
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MAC curves. The figures also help to show how the underlying set of techniques and capital costs

determine the direction of the stochastic dominance relationship. For the first and third simulations,

low capital costs make low-marginal-cost techniques relatively attractive. This tends to drive the

permit price p∗ down, so that p∗ < t. As a consequence, fewer firms choose low-θ techniques under

tradeable permits, so that the cumulative distribution of chosen techniques lies to the right of the

distribution under the tax (panel (a)). At the same time, the MAC curve for tradeable permits

lies above that for the tax (panel (b)). In simulation B, on the other hand, generally high capital

costs favor high-θ techniques. Again, the effect is moderated under tradeable permits, since the

equilibrium permit price must be higher than the tax to reflect the prevalence of high-marginal-cost

techniques. As a result, the relationships under the two market-based instruments are reversed, as

the figures show.

5 Welfare (in progress)

From the perspective of a policy maker, the distribution of techniques induced by a given policy is

of limited interest on its own. What matters are the implications for welfare. In general, it is easy

to see that tradeable permits dominate emissions standards on welfare grounds. Both ensure that

a fixed emissions target is met, and therefore guarantee a fixed benefit from abatement. But the

trading system allows much greater flexibility, hence the costs of abatement must be lower.

Comparing welfare under the two market-based policies – the “price” (the tax) versus the

“quantity” instrument (tradeable permits) – is much more difficult. With constant marginal benefits

a tax is perfectly efficient.20 In general, however, the ranking depends on the slope of marginal

benefits: the steeper are marginal benefits, the better will tradeable permits perform relative to the

tax. This general result goes back to Weitzman (1974, in a slightly different setting), and is well

illustrated by the numerical simulations in Fischer, Parry, and Pizer (2003).

How large the welfare difference is between the two instruments, however, and how steep

marginal benefits must be before tradeable permits become preferable, are the relevant questions

for analysis. In this model (as in the previous literature) welfare results resist analytical solution,

so I resort to numerical simulation. Figures 10 to 12 depict welfare under the same three scenarios

as in earlier figures. (They owe an obvious debt to the illustrations in Fisher, Parry, and Pizer

20This result is obvious enough that it does not require a cite, although several papers in the literature have gone
to the trouble to prove it.
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(2003).) The vertical axis measures welfare, as a fraction of the first-best outcome; the horizontal

axis measures β, the slope of the marginal benefit function (assumed to be affine; full details are

given in the appendix).

A striking pattern emerges: while a tax approximates the first-best outcome when the marginal

benefit function is relatively flat (i.e., for small values of β), it performs poorly at larger values of β.

That holds for all the simulations presented. In contrast, tradeable permits give a much more con-

sistent performance. The figures also show that the relative performance of the price and quantity

instruments vary greatly with the specification of costs, since that drives the distributions of cho-

sen techniques. In Figure 10, in which low-marginal-cost techniques are favored, both instruments

perform quite well under a range of values of β. In contrast, the slope of marginal benefits carries

more weight in Figure 12, where costs and thus technique choices are symmetric; the differences

are magnified further in Figure 11, where the distributions are skewed towards high-θ techniques.

I conjecture that this result is due to the “equilibrating” nature of tradeable permits. A permit

system has the virtue of moderation. Because the adoption of low-marginal-cost techniques by some

firms makes higher-marginal-cost techniques more attractive, and vice versa, tradeable permits

dampen the incentives for over investment in low- or high-θ techniques. As a result, even when

marginal benefits are relatively flat, tradeable permits do a reasonably good job of approximating

the first-best outcome. While they do not provide quite enough incentive for investment, the

marginal incentive remains very close to the social incentive (that is, the actual marginal benefit

of abatement). In contrast, a tax provides no such brake on adoption. When marginal benefits

become steeply sloped, welfare declines precipitously under the tax. In such cases, when capital

costs are relatively low, the tax promotes too much investment in low-θ techniques and hence too

much abatement. Since β is large, the added benefits of the extra abatement are small, and are

outweighed by the extra costs of abatement. When capital costs are high, firms too readily choose

high-θ techniques under the tax. Now too little abatement is done, and the savings in capital cost

are small relative to the foregone benefits from abatement.

6 Conclusion

This paper has developed a simple “menu model” of technique choice to study how the design of

environmental policy affects the distribution of pollution control methods in a regulated industry.

When a tax and standard give rise to equivalent emissions under some benchmark technique, firms
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have a strictly greater incentive to choose any alternative technique under the tax – whether that

technique has higher or lower marginal costs than the benchmark. Moreover, the gap in cost savings

widens for techniques that are farther away from the benchmark. A similar result holds for the

standard and tradeable permits, although that comparison depends on the equilibrium permit price,

which is endogenous. The comparison between a tax and tradeable permits, meanwhile, depends

on the relationship between the permit price and the tax.

The most novel and perhaps most interesting results concern the effects of policy instrument

choice on the distribution of techniques chosen by heterogeneous firms in an industry. First, the

dispersion of techniques adopted by firms is greater under either the tax or tradeable permits, than

under the emissions standard. That is, the tails of the technique distributions (taken together)

are thicker under the market-based instruments. If abatement costs under the standard and the

tax are symmetric around the benchmark technique, moreover, then the distribution of techniques

under the tax represents a mean-preserving spread of the distribution under the standard.

If the comparison between the market-based instruments and the standard can be thought of

as a “second-order” one (involving the “spread” of the distributions), the comparison between the

tax and tradeable permits is simpler. When emissions are less under the tax than under the permit

system, the distribution under permits first-order stochastically dominates that under the tax: in

other words, higher-marginal-cost techniques are more prevalent. The reverse is true when the

tax results in higher emissions than tradeable permits. As a consequence, the aggregate marginal

abatement cost curve always lies farther away from the benchmark curve under a tax. Numerical

simulations suggest that these results have important welfare implications. As expected, tradeable

permits outperform taxes on welfare grounds when marginal benefits are relatively steep. More

surprising is that the welfare loss from using tradeable permits when marginal benefits are flat is

much smaller than the loss from using a tax when marginal benefits are steep. I conjecture that

this is due to a “moderating” effect under tradeable permits: the endogeneity of the permit price

dampens the incentive to invest in techniques far from the benchmark. This prevents the over- or

underinvestment in low-marginal-cost techniques that emerges results from a tax.

A number of interesting implications follow from these results. Consider the cost savings from

using a market-based policy rather than an emissions standard. These gains are magnified by

greater heterogeneity in abatement cost functions. This paper, however, shows that the degree of

heterogeneity depends on the choice of policy instrument. A recent line of studies has empirically

estimated the savings from the tradeable allowances program for sulfur dioxide that was instituted
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by the 1990 Clean Air Act Amendments (Carlson et al. 2000; Ellerman et al. 2000). Such

retrospective analyses must account for the effects of policy instruments on influencing the choice

of abatement technique (see Keohane 2006a). Indeed, the results presented here suggest a kind of

path dependence: if an industry is initially regulated by an emissions standard, the pollution control

techniques chosen by firms will be different than they would have been under a market-based policy

– and therefore the subsequent gains from a market-based policy will be diminished.

A general implication of the results in this paper is that the aggregate marginal abatement cost

curve depends on the form of regulation. Consider the comparison of price and quantity instruments

under conditions of uncertainty (Weitzman 1974). The well-known “Weitzman rule” (that a tax

is preferable to tradeable permits when marginal cost is steeper than marginal benefit) takes for

granted that the aggregate marginal abatement cost function is independent of the form of policy.21

Of course, the theoretical model presented in this paper makes a number of restrictive as-

sumptions. Foremost among these is the assumption that the industry size is fixed. While this is

consistent with the previous literature, it effectively rules out entry by new firms or even expansion

by existing ones, as might be expected to happen over the long run with changes in abatement

technology. Future work will address the dynamic effects of policy instruments in a more general

setting where industry size is endogenous.

Moreover, this model has taken the set of abatement techniques as given. In the long run, the

effects of policy design on innovation – the development of new pollution control techniques – is

likely to be crucial. But of course innovation and diffusion are intimately linked. Environmental

regulations directly influence the choices firms make about how to control pollution. “Upstream”

effects – the development of new abatement techniques – are indirect, mediated by the downstream

demand created by the environmental regulation. A model of technique choice such as the one

presented here is a necessary first step in an ultimate analysis of innovative activity.

21The implications for the Weitzman rule are not obvious. In the case of linear MC functions, Proposition 8
suggests a kind of self-reinforcing effect of policy instruments: that is, the MAC curve would be flatter under a tax
than under a system of permits, so that a tax would induce a MAC curve that was flatter around the efficient point
and hence more amenable to a price instrument, while tradeable permits would yield a steeper MAC curve more
suitable for quantity regulation.
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Appendix A: Proofs

Lemma 1 Let Assumptions 1 and 2 hold. Then θ′ > θ ⇔ m∗ (θ′, p) > m∗ (θ, p) ,∀p.

Proof. Suppose that θ′ > θ. By construction, cm (m∗ (θ, p) , θ) = cm
(
m∗ (θ′, p) , θ′

)
, since

both must equal the tax p. Subtracting cm
(
m∗ (θ′, p) , θ

)
from both sides yields cm (m∗ (θ, p) , θ)−

cm

(
m∗ (θ′, p) , θ

)
= cm

(
m∗ (θ′, p) , θ′

) − cm

(
m∗ (θ′, p) , θ

)
. The right-hand side is negative by As-

sumption 2. Hence cm (m∗ (θ, p) , θ) < cm
(
m∗ (θ′, p) , θ

)
. Since cmm > 0 by Assumption 1, it follows

that m∗ (θ′, p) > m∗ (θ, p). Similar arguments establish the converse.

Proof of Proposition 1

Noting that the capital costs cancel, the difference in relative cost savings can be written

∆T
θ′′−θ′ − ∆S

θ′′−θ′ = c
(
m∗ (θ′, t) , θ′

)
+ tm∗ (θ′, t)− c

(
m∗ (θ′′, t) , θ′′

)− m∗ (θ′′, t)− (
c
(
m̄, θ′

)− c
(
m̄, θ′′

))

= c
(
m̄, θ′′

)− c
(
m̄, θ′

)
+ c

(
m∗ (θ′, t) , θ′

)− c
(
m∗ (θ′, t) , θ′′

)

+c
(
m∗ (θ′, t) , θ′′

)− c
(
m∗ (θ′′, t) , θ′′

)
+
(
tm∗ (θ′, t)− m∗ (θ′′, t))

=
∫ m̄

m∗(θ′,t)

[
cm

(
m, θ′′

)− cm
(
m, θ′

)]
dm

+c
(
m∗ (θ′, t) , θ′′

)− c
(
m∗ (θ′′, t) , θ′′

)
+ t

[
m∗ (θ′, t)− m∗ (θ′′, t)]

>

∫ m̄

m∗(θ′,t)

[
cm

(
m, θ′′

)− cm
(
m, θ′

)]
dm (A.1)

> 0.

The second line simply adds and subtracts c
(
m∗ (θ′, t) , θ′′

)
. The first inequality follows from the

definition of m∗ (θ′′, t) as cost-minimizing. Now consider the integral on the right-hand side of

(A.1). Suppose first that θ′′ < θ′ ≤ θ0. Then m∗ (θ′′, t) < m∗ (θ′, t) ≤ m̄, by Lemma 1. Moreover,

cm
(
m, θ′′

)
> cm

(
m, θ′

)
for all m, by Assumption 2. It follows that the right-hand side of (A.1) is

positive. In the alternative case, θ′′ > θ′ ≥ θ0. Now m∗ (θ′, t) ≥ m̄, but cm
(
m, θ′′

)
< cm

(
m, θ′

)
.

Again the integral is positive. Hence ∆T
θ′′−θ′ > ∆S

θ′′−θ′ as claimed.

Proof of Proposition 2

The proof of claim (ii) is exactly along the lines of the proof of Proposition 1. The proof of

claim (i) has only a slight twist to distinguish it. Consider claim (i) for technique θ̄− (suppressing

the dependence on p). Let dm ≡ m̄−m∗ (θ̄−). Then the cost savings under the permit system, for
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any θ relative to θ̄−, is given by:

∆P
θ−θ̄− = ki

(
θ̄−
)− ki (θ) + c(m∗ (θ̄−, p

)
, θ̄−) − c(m∗ (θ, p) , θ) + p

[
m∗ (θ̄−, p

)− m∗ (θ, p)
]

= ki
(
θ̄−
)− ki (θ) + c(m̄, θ̄−) − c(m̄, θ) + c(m̄, θ) − c(m∗ (θ, p) , θ) + p [m̄ − m∗ (θ, p)]

+ cm
(
m∗ (θ̄−, p

)
, θ̄−

)
dm +

1
2
cmm

(
m∗ (θ̄−, p

)
, θ̄−

)
(dm)2 + pdm + O (3)

> ki

(
θ̄−
)− ki (θ) + c(m̄, θ̄−) − c(m̄, θ)

= ∆S
θ−θ̄− .

Note that unlike in Proposition 1, m∗ (θ̄−, p
) 	= m̄ in general; hence the second line takes a second-

order Taylor approximation of c(m̄, θ̄−) around cm

(
m∗ (θ̄−, p

)
, θ̄−

)
. The inequality in the third line

is preserved because cm
(
m∗ (θ̄−, p

)
, θ̄−

)
+ p = 0 by construction, while cmm

(
m∗ (θ̄−, p

)
, θ̄−

)
> 0

by assumption. (Implicitly, we must assume that third-order terms of dm are small enough that

they do not affect the inequality.) An identical argument applies for technique θ̄+.

Proof of Proposition 3

Consider the derivative of ∆M
θ−θ′(p) with respect to p:

d∆M
θ−θ′(p)
dp

=
d

dp

[
c(m∗ (θ′, p) , θ′) + m∗ (θ′, p) p − (c(m∗ (θ, p) , θ) + m∗ (θ, p) p)

]

=
(
cm(m∗ (θ′, p) , θ′) + p

) ∂m∗ (θ′, p)
∂p

+ m∗ (θ′, p)

−
[
(cm(m∗ (θ, p) , θ) + p)

∂m∗ (θ, p)
∂p

+ m∗ (θ, p)
]

= m∗ (θ′, p)− m∗ (θ, p) .

The last line follows from the first-order condition for cost-minimization, cm(m∗ (θ, p) , θ) + p = 0.

Lemma 1 implies that θ′ > θ ⇔ m∗ (θ′, p) > m∗ (θ, p), establishing the desired result.

Proof of Proposition 4

Choose any θ̂ < θ0 and consider a firm that selects technique θ̂ under the standard. Let θT

denote that firm’s choice of technique under the tax. Let θ̂(+) be as defined in (7) in the text.

Claim 1: If θT < θ0, then θT ≤ θ̂. Suppose to the contrary that θ̂ < θT ≤ θ0. By revealed

preference, technique θ̂ yields weakly greater savings than technique θT under the standard, im-

plying that ∆S
θ̂−θT ≥ 0. Moreover, Proposition ?? implies that ∆T

θ̂−θT > ∆S
θ̂−θT . It follows that

∆T
θ̂−θT > 0. But then the firm must strictly prefer θ̂ to θT under the tax – yielding a contradiction.
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Claim 2: If θ̂(+) does not exist, then θT < θ0. Under the hypothesis, ∆T
θ−θ0

− ∆S
θ−θ0

<

∆T
θ̂−θ0

− ∆S
θ̂−θ0

∀θ > θ0, implying that ∆T
θ−θ̂

< ∆S
θ−θ̂

for all such θ. By revealed preference,

∆S
θ−θ̂

≤ 0. It follows that ∆T
θ−θ̂

< 0 for all θ > θ0. Hence θ̂ is preferred to all θ > θ0. Since θT is

weakly preferred to θ̂ under the tax, it must lie below θ0, establishing the claim.

Claim 3: If θ̂(+) exists, then θT > θ0implies θT ≥ θ̂(+). Suppose to the contrary that θ0 ≤
θT < θ̂(+). By definition of θ̂(+), ∆T

θ̂(+)−θ0
− ∆S

θ̂(+)−θ0
≥ ∆T

θ̂−θ0
− ∆S

θ̂−θ0
⇒ ∆T

θ̂−θ̂(+)
≥ ∆S

θ̂−θ̂(+)
.

By revealed preference, ∆S
θ̂−θ̂(+)

≥ 0. Hence ∆T
θ̂−θ̂(+)

≥ 0. Moreover, Proposition ?? implies that

∆T
θ̂(+)−θT > ∆S

θ̂(+)−θT . Hence ∆T
θ̂(+)−θT + ∆T

θ̂−θ̂(+)
> ∆S

θ̂(+)−θT + ∆S
θ̂−θ̂(+)

⇒ ∆T
θ̂−θT > ∆S

θ̂−θT . Again

by revealed preference ∆S
θ̂−θT ≥ 0. Hence ∆T

θ̂−θT > 0, implying that θ̂ must be preferred to θT

under the tax, again yielding a contradiction.

Claims 1-3 together establish that any firm that chooses θ̂ < θ0 under the standard must choose

θT ∈
{
θ ∈ Θ | θ ≤ θ̂ or θ ≥ θ̂(+)

}
. Since these arguments hold for any such firm and any θ̂, it follows

that
∑

θ≤θ̂ πT (θ) +
∑

θ≥θ̂(+)
πT (θ) is at least as large as

∑
θ≤θ̂ πS (θ) +

∑
θ≥θ̂(+)

πS (θ), establishing

the first part of the Proposition. Similar arguments establish the second part of the Proposition,

for firms choosing ˆ̂
θ > θ0 under the standard.

Proof of Proposition 5

The proof is essentially identical to the proof of Proposition 4, and hence is omitted.

Proof of Proposition 6

I first show that the limiting distributions induced by the tax and standard have the same

mean, i.e.,
∑

θ θπS∞ (θ) =
∑

θ θπT∞ (θ). Consider two symmetric techniques θ′ and θ′′ as defined in

Assumption 4, where (i) θ0 − θ′ = θ′′ − θ0 and (ii) ∆S
θ′−θ0

= ∆S
θ′′−θ0

. Condition (ii), along with

the i.i.d. assumption on η and the law of large numbers, implies that the shares of firms adopting

the two techniques are equal in the limit as the number of firms grows large, i.e., πS∞
(
θ′
)

=

πS∞
(
θ′′
)
. Along with condition (i) and the scaling property given by equation (11), this implies

that
∑

θ≤θ̂ πS∞ (θ) =
∑

θ≥θ̂(+)
πS∞ (θ), ∀θ̂ < θ0. Recalling that θ0 is normalized to zero, it follows

that
∑

θ θπS∞ (θ) =
∑

θ<θ0
θπS∞ (θ) +

∑
θ>θ0

θπS∞ (θ) = 0. Given the equality of shares under the

standard, the choice of scaling implies that the cost savings are also symmetric under the tax; hence
∑

θ≤θ̂ πT∞ (θ) =
∑

θ≥θ̂(+)
πT∞ (θ), ∀θ̂ < θ0. Thus

∑
θ θπT∞ (θ) = 0 as well.

It remains to show that the distribution under the tax represents a “spread” of that under the

standard. First, consider θ̂ < θ0. Note that symmetry ensures the existence of θ̂(+) as defined in

Proposition 4, hence
∑

θ≤θ̂ πT∞ (θ)+
∑

θ≥θ̂(+)
πT∞ (θ) ≥ ∑

θ≤θ̂ πS∞ (θ)+
∑

θ≥θ̂(+)
πS∞ (θ). Applying the
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results in the previous paragraph and dividing both sides by 2 yields
∑

θ≤θ̂ πT∞ (θ) ≥ ∑
θ≤θ̂ πS∞ (θ),

∀θ̂ < θ0. In other words, the “cumulative distribution” of the chosen techniques under the tax

always lies (weakly) above that under the standard, for θ < θ0. Similar arguments establish

that
∑

θ≥ˆ̂
θ
πT∞ (θ) ≥ ∑

θ≥ˆ̂
θ
πS∞ (θ). Since

∑
θ πR∞ (θ) = 1 by construction, this implies that 1 −

∑
θ≤ˆ̂

θ
πT∞ (θ) ≥ 1−∑

θ≤ˆ̂
θ
πS∞ (θ), hence

∑
θ≤ˆ̂

θ
πT∞ (θ) ≤ ∑

θ≤ˆ̂
θ
πS∞ (θ), ∀ ˆ̂

θ > θ0. Thus the cumulative

distribution under the tax always lies (weakly) below that for the standard, for θ > θ0.

Since the two distributions have the same mean, and the cumulative distribution under the

tax lies above the distribution for the standard below the mean and below it above the mean, the

distribution under the tax represents a mean-preserving spread of that under the standard.

Proof of Proposition 7

Suppose first that M∗ (t) < M̄ . Consider any technique θ̂. A firm that chooses θ̂ under the

tax will never choose a lower-marginal-cost technique under tradeable permits: by Proposition ??,

∆T
θ−θ̂

> ∆P
θ−θ̂

for all θ < θ̂, hence ∆P
θ−θ̂

< 0 for all θ < θ̂. On the other hand, a firm that chooses θ̂

under the tradeable permits regime might well have ∆T
θ−θ̂

> 0 for some θ < θ̂. Hence the number of

firms adopting θ ≤ θ̂ must be weakly greater under the tax, so that
∑

θ≤θ̂ πT (θ) ≥ ∑
θ≤θ̂ πS (θ). The

same logic can be applied to the case where M∗ (t) > M̄ , except that now the reverse conclusion

holds: a firm that would choose technique θ̂ under a tax may choose a higher θ under tradeable

permits; but no firm will do the reverse.

Before proving Proposition 8, I state and prove a more general result in the following Lemma.

(In fact, this follows directly from the FOSD relationship, but the proof is presented here for the

sake of completeness.)

Lemma 2 Let Assumptions 1 and 2 hold; and let g(θ) be any nondecreasing function of θ. Then

M∗ (t) < M̄ ⇔ ∑
θ g (θ)πP (θ) ≥ ∑

θ g (θ)πT (θ), with the inequality strict if g (θ) is strictly in-

creasing over some range and there exists at least one technique for which πP (θ) 	= πT (θ).

Proof. Consider the difference
∑

j g (θj)
(
πP (θj) − πT (θj)

)
, where θj indexes techniques. Ex-

panding the sum, we have

∑
j

g (θj)
(
πP (θj) − πT (θj)

)

= g (θ1)
(
πP (θ1) − πT (θ1)

)

29



+g (θ2)
(
πP (θ2) − πT (θ2)

)
+ ...

+ g (θJ)
(
πP (θJ) − πT (θJ)

)

= (g (θ1) − g (θ2))
(
πP (θ1) − πT (θ1)

)

+ (g (θ2) − g (θ3))
(
πP (θ2) − πT (θ2) + πP (θ1) − πT (θ1)

)
+ ...

+ (g (θJ−1) − g (θJ))
(
πP (θJ−1) − πT (θJ−1) + ... + πP (θ1) − πT (θ1)

)

+ g (θJ)
(
πP (θJ) − πT (θJ) + ...πP (θ1) − πT (θ1)

)

=
∑
j

⎡
⎣(g (θj) − g (θj+1))

∑
k≤j

(
πP (θk) − πT (θk)

)⎤⎦

+g (θJ)
∑
j

(
πP (θj) − πT (θj)

)
.

The shares sum to unity under both policies; thus
∑

j

(
πP (θj) − πT (θj)

)
= 0 and the second

term vanishes. Consider the first term when M∗ (t) < M̄ . Then every element in the sum

is nonnegative, since g (θj) − g (θj+1) ≤ 0 by the assumption that g (θ) is nondecreasing, and
∑

k≤j

(
πP (θk) − πT (θk)

)
≤ 0 by Proposition 7. Hence

∑
j g (θj)

(
πP (θj) − πT (θj)

)
≥ 0 in this

case. Moreover, the inequality is strict if g (θ) is strictly increasing for some values of θ and

πP (θ) 	= πT (θ) for at least one value of θ. If M∗ (t) > M̄ , on the other hand, then Proposition

7 implies that
∑

k≤j

(
πP (θk) − πT (θk)

)
≥ 0, hence

∑
j g (θj)

(
πP (θj) − πT (θj)

)
≤ 0, with strict

inequality under the conditions cited.

Proof of Proposition 8

Consider aggregate emissions under either the tax or the tradeable permit system, at a particular

value of the aggregate marginal abatement cost, denoted mc. Aggregate emissions under tradeable

permits, given mc, equal MP (mc) = N
∑

j m∗ (θj,mc) πP (θj). Aggregate emissions under the

tax are MT (mc) = N
∑

j m∗ (θj,mc) πT (θj). By Lemma 1, m∗ (θ, p) is strictly increasing in

θ. Moreover, by assumption that M∗ (t) 	= M̄ , the two distributions of techniques cannot be

identical, hence πP (θ) 	= πT (θ) for at least one θ. Therefore by Lemma 2 MP (mc) ≥ MT (mc)

iff M∗ (t) < M̄ , for all mc. In turn, MP (mc) > MT (mc) ∀mc implies that more abatement is

achieved under the tax for any value of marginal abatement cost, hence the aggregate marginal

abatement cost curve under the tax must lie everywhere below that for tradeable permits. Similar

arguments establish that M∗ (t) > M̄ implies MP (mc) < MT (mc) ∀mc, so that the MAC curve

under the tax lies above that for tradeable permits.
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Appendix B: Numerical simulations

The figures in Section 4 are based on numerical simulations, as follows. Variable abatement cost is

given by c(x, θ) = 1
2eθx2, where x is firm-level abatement. Note that this cost function yields linear

marginal cost functions whose slope is increasing in θ. All firms have the same set of 21 feasible

abatement techniques given by Θ = {−2
3 ,−0.6,− 8

15 , ..., 0, ..., 0.6, 2
3}, with the benchmark technique

set to θ0 = 0. Note that Θ satisfies the scaling given by condition 11 in the text.

The industry is assumed to be a continuum of firms with total mass normalized to unity. The

aggregate emissions target is set to 1. Hence the standard and permit allocation equals m̄ = q = 1,

and the tax is t = 1. Aggregate unregulated emissions are set to 2, hence the abatement target is

also equal to unity. Note that given these policy instruments and our specification of variable cost,

Θ is symmetric in the sense of Assumption 4 – for example, θ = −0.4 and θ = 0.4 give rise to

identical differences in cost savings between the tax and standard.

The specification of the common capital cost function k̄ (θ) determines the shape of the compli-

ance cost curves as a function of technique θ. For simulations A and B, I adopt a simple exponential

cost function of the form

k̄ (θ) = κ0e
−κ1θ,

where κ0 and κ1 are constants. Note that κ0 is the expected capital cost of the benchmark technique

to all firms (since θ0 = 0). I choose its value so that under the tax the firm is indifferent between the

benchmark technique and the option of doing nothing – in other words, k̄ (θ0)+c (m∗ (θ0) , θ0)+tθ0 =

tm̄, where m̄ is the unregulated (zero-abatement) emissions rate. This simply ensures that the

outside option is a viable option without being a dominant one.

Meanwhile, κ1 determines whether the compliance cost under the tax is increasing or decreasing

in θ. When κ1 < 1, the total compliance cost is increasing in θ (i.e., high-marginal-cost techniques

are more costly for the firm, on average); when κ1 > 1, the reverse is true. In simulation A,

κ1 = 0.8; in simulation B, κ1 = 1.25.

In simulation C (depicted in Figures 6 and 9), capital cost is specified as

k̄ (θ) =
1
2

(
θ2 + e−θ

)
.

Note that κ1 = 1 here, ensuring that compliance costs are symmetric in θ under the tax and the

standard. The quadratic term makes the benchmark θ0 the least-cost technique in expectation.
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Each firm receives an idiosyncratic capital cost shock for each technique. The distribution of

capital cost shocks F (η) is chosen to be the type I extreme value distribution with scale parameter

σ equal to the minimum capital cost times
√

6
3π (effectively ensuring that the minimum capital cost

would be positive). Thus F (η) = exp
(
−e−

η
σ

)
.

Each firm adopts its least-cost option given the policy instrument. The least-cost options are

straightforward to identify for the standard and the tax. For the tradeable permit system, the

permit price is found endogenously by a fixed-point method as the emissions price that equates the

“actual” abatement (i.e., that resulting from firms’ choices) with the required abatement.

Let φR (θ) denote the expected compliance cost of technique θ under regime R, so that (for

example) φT (θ) = k̄ (θ)+ c (m∗ (θ, t) , θ)+ tm∗ (θ, t). Then for regime R, the limiting share of firms

choosing technique θ is given by

πR
∞ (θ) =

⎛
⎜⎝ e−

φR(θ)
σ

∑
θ̂ e−

φR(θ̂)
σ

⎞
⎟⎠ .

The shares are plotted in the histograms (the (a) panels of Figures 4-6). Their cumulative sums

are depicted in the (a) panels of Figures 7 to 9. The slopes of the aggregate marginal abatement

cost curves are computed as the inverse of the weighted sums of the inverse marginal abatement

cost slopes of individual firms, using the shares as weights; i.e., the slope for regime R equals(∑
θ πR∞ (θ) e−θ

)−1
. The aggregate MAC curves are plotted in the (b) panels of Figures 7 to 9.

The “production frontier” plots (the (b) panels of Figures 4-6) depict simulations with N = 100

firms. The cost functions are of similar form, except that they are scaled so that the policies all

achieve the same aggregate emissions target of 1 under the benchmark. Each firm i draws one vector

of capital cost shocks ηi. The least-cost technique is chosen for each under each policy instrument.

A point is then plotted for each firm under each policy instrument, with the x−coordinate for firm

i choosing technique θ̂ given by the marginal cost coefficient 1
2eθ̂ and the y−coordinate given by

the capital cost k̄
(
θ̂
)

+ ηθ̂,i.

In the figures depicting welfare, I assume a quadratic benefits function of the form B(X) =

αX − β
2 (α − X)2, where X ≡ ∑

i xi is total abatement. Hence marginal benefits are given by

MB (X) = α (1 + β) − βX. In the simulations, α is set to 1, which is also equal to efficient

abatement when all firms choose the benchmark technique (denoted X∗
0 ). Note two things: the

slope of marginal benefits is given by β; and both total and marginal benefits are X∗
0 are equal to

unity regardless of β, providing some normalization across scenarios. (This functional form and
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parameterization follow Fischer, Parry, and Pizer (2003).)

First-best welfare is calculated by finding the tax τ that would induce a distribution of tech-

niques and a resulting level of abatement for which the marginal benefit of abatement was equal to

τ .
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